
HPC Usage Policies

The  IIA  High  Performance  Computing  (HPC)  System  is  managed  by  the
Computer Management Committee. The User Policies here were developed by
the Committee. The user policies below aim to 

 help make the system effective for users, 

 ensure proper maintenance of the system, and 

 enable researchers to contribute to the system. 

This webpage always shows the policies currently in effect. User Policies are
continually reviewed and updated by the Computer Committee. Questions or
concerns should be e-mailed to hpcsupport@iiap.res.in.

It  is  important  that  all  users  have access  to the HPC system and that  the
integrity  of  all  users’  code is  maintained.  Following the  HPC usage policies
would require  that  users  understand the nature of  HPC computing and the
configuration  of  the  hardware  and  software  on  the  system.  Please  contact
hpcsupport@iiap.res.in to ask questions or to report problems. If a user does
not abide by the HPC usage Policies, the Computer Committee will have the
right to take disciplinary action against the user's account. 

Users must use the batch submission system of the scheduler:

 Users must login to the head node and use the scheduler to submit their
jobs on the HPC cluster.

 Users must not log into the compute nodes for the purpose of running a
job directly without the scheduler. 

 If you believe interactive use of a node is necessary for your research
then please use Node 21 of the HPC cluster.

Correspondence from the Computer Committee:

 Users will be notified by e-mail about issues related to the system, such
as scheduled downtime, upgrades, etc. 

 Requests for information and feedback about system use and access will
be made by e-mail.

OBTAINING AN ACCOUNT:

To  get  an  account  on  HYDRA  a  user  has  to  fill  a  form  available  at  :
http://hydra.iiap.res.in, and have to give a proper justication to use the HPC
cluster. If their justification is valid, they will be given an account on HYDRA.

Preference will be given to Researchers/Students/Faculty of IIA.

http://hydra.iiap.res.in/


Any collaborator/student not belonging to IIA has to get an authorization from
the  host  in  IIA  and  the  discretion  to  approve  it,  will  lie  entirely  with  the
Computer Management Committee.

ACCESSING A USER ACCOUNT:

A user having an account on HYDRA can access the cluster with the command:

ssh –X <username>@hydra 

where “-X” is the flag for exporting the graphics with ssh.

Users are strictly advised against sharing their access details with other users.

The scheduler reserves available compute nodes and other resources on a first-
come-first-served basis among Users with equal priority, but this do not apply
to system administration and testing of the machine.

COMPUTING RESOURCE USAGE POLICY:

The HPC Cluster “HYDRA” has one master node and 20 compute nodes. All
compute nodes are of the same configuration. 

1. Each compute node houses 12 processors and 96 GB of DDR3 memory. 

2. Each compute node has a scratch space (/scratch) of 775 GB approx.

3. Access to HPC cluster is to be via secure communication channel (e.g.
ssh) to the master node. Compute nodes are intended for handling heavy
computational  work,  and  must  be  accessed  via  the  resource
management system (Torque) only. 

4. A user can login to his account on the HPC cluster using the command

ssh –X <username>@hydra

OR

ssh –X <username>@192.168.1.80

where “-X” flag is used to export display in secure shell.

5. The users’  home directory is mounted across all  the computed nodes
from the head node by NFS using Infiniband. 

6. The size of the Home directory i.e /home is 1.3 TB approx. 

7. Each individual user is assigned a standard storage allocation or quota on
/home. Each user on HYDRA has a default quota of 55GB on the home
directory. 



8. Users who utilize more than their allocated space may not be able to
submit jobs from their home directory until they clean their space and
reduce their usage, or they can also request for additional storage with
proper justification, which may be allocated to them, subjected to the
availability of space.

9. All computational jobs run on the cluster systems must be submitted via
the resource management system (Torque). This enables resources to be
sensibly  allocated  and  most  efficiently  used.  To  create  a  job
submission script please use the template available at:

http://cads.iiap.res.in/tools/PBScommands

10. Users  are advised to use /scratch  on compute nodes for  storing the
intermediate results, because using their respective home directories for
writing the results when running jobs can easily fill up the home directory
and may lead to termination of  the job as well.  They can specify the
writing  location  in  the  job  submission  script  or  in  the  executable
wherever possible and copy the final result to their home directory by
defining it at the end of job submission script.

11.There is no system backup for data in /scratch or any other partition for
that  matter  except  for  the  home  directory  (/home),  it  is  the  user's
responsibility to back up his/her data on a regular basis that is not stored
in his/her home directory. We cannot recover any data in any of location
except  for  /home,  including  files  lost  to  system crashes  or  hardware
failure so it is important to make copies of your important data regularly.

12.The only  partition for which a data backup is  provided is  /home. The
home directory is backed up every day, it is an incremental backup.

13.An additional node n21 is provided for users for testing of their codes.
Users  should  be  aware  that  this  node  is  provided  to  them solely  for
testing purposes and they should not use this node for production. Users
can login to this server by doing ssh from within HYDRA or from outside
of HYDRA as well.

Within: ssh -X <username>@n21

Outside: ssh -X <username>@castor

14.Node 20 is being used in the cluster as LDAP server for providing 
authentication. Keeping in view the importance of this server in normal
functioning of the cluster we want to ensure that the downtime of this
server as minimum as possible, hence we have stopped access of this
servers to normal users.  

15. Users are requested to report for any weaknesses in computer security
and incidents of possible misuse or violation of the account policies to

http://cads.iiap.res.in/tools/PBScommands


the  HPC  administrators  or  write  regarding  the  same  to
hpcsupport@iiap.res.in.

Any processes that may create performance or load issues on the head node or
interfere with other users’ jobs may be terminated.

There are limits to the number of jobs that can be submitted and executed to a
queue. The Workload Manager (scheduler) on HYDRA has been configured with
the following:

1. One routing queue - batch
2. Two destination queues – serial and parallel

Batch queue: It  is the routing queue which will  steer a job to a destination
queue based on job attributes and queue constraints.

Serial queue: Any job requesting for a single core will be routed to the serial
queue for execution.

Parallel  queue: A job requesting more than one core will  be steered to the
parallel queue for execution.

In our set up the scheduler is configured to allow 4 parallel jobs per user. The
limitation for serial queue is 24 jobs per user.
If  any  user  is  not  assigning  any  memory  to  his  job,  then  by  default  the
scheduler will allocate 5 GB of memory to the job. 

SCRATCH SPACE USAGE POLICY:

Users are provided a scratch space (/scratch) of 775 GB on each compute node
to store their intermediate results. This temporary disk space is provided to run
your  programs  instead  of  your  home  directory  or  project  space.  This  will
increase performance, depending on how large your data set is. Any job that
causes  heavy  load  on  our  NFS  server  will  be  terminated  without  advance
notice.  There  is  no  system  backup  for  data  in  /scratch,  it  is  the  user's
responsibility  to  back  up  data.  We  cannot  recover  any  data  in  /scratch,
including files lost to system crashes or hardware failure so it is important to
make copies of your important data regularly.

Administrators reserve the right to clean up the scratch space any time if it is
needed to improve the system performance. Any file belonging to any user,
residing  in  the  scratch  space  for  more  than  two  months will  be
cleared/deleted by the administrator without prior notice. So, users are strictly
advised to regularly clean their intermediate files/results in /scratch as soon as
their job gets completed. Users are strictly advised against putting important
source code, scripts, libraries, executables in /scratch. These important files



should be stored in /home. Do not make soft link for the folders in /scratch to
/home for /scratch access.

COMPILERS AVAILABLE ON HYDRA:

Users are provided with a list of compilers to choose from by using the below
commands for their use:

1. " intel-compiler-menu" for intel compiler selection. 

2. "mpi-selector-menu" for mpi version selection.

These commands are made available in the Master Node of HYDRA.
Users  can  check  the  versions  of  their  ifort,  icc,  mpicc,  mpif90  with  the
command:“which”. For e.g. At the command promt, you can type the command
: which ifort
This will show you the current version of ifort compiler.

IMPORTANT COMMANDS ON HYDRA:

1. Use job submission script and "qsub" command to submit your job using
scheduler. (Kindly don't use #PBS -d <directory name> option in the PBS
script, instead use "cd <directory name>")

2. You can check cluster resource availability on the Head Node with the
command : "resinfo"

3. Use the command "qstat -a" to see the status of your jobs.

4. Use the command "qstat -n1" to see which nodes your job is running.

5. Use the command "qstat -f <jobid>" to see detail information about your
submitted job. 

6. Use "qdel <job id>" to kill your job.

7. To force fully kill your job use the command "qdel -Wforce <jobid> .

8. To trace your job use the command "tracejob <jobid> .

EMAIL POLICY:

The email account provided by the users in the account request form will be
automatically subscribed to the hpc-user@iiap.res.in mailing list for important
system announcements. It  is  the responsibility of  the user to ensure that a
valid email address is provided. You are also encouraged to subscribe to the
hpc-user@iiap.res.in mailing list. This mailing list is a forum for users to ask
questions and share knowledge.

mailto:hpc-user@iiap.res.in


MAINTAINING ACCESS:

The most important way each user sustains the system is by demonstrating
that it contributes to ongoing research. 

USERS MUST: 

Acknowledge  the  use  of  the  HPC  system  in  papers  and  presentations.  A
recommended acknowledgement is “The computational results reported in this
work  were  performed  on  the  high  performance  computing  facility
(Hydra/Kaspar/Cygnus/Fornax) of IIA, Bangalore ".

POLICY VIOLATIONS:

If it has been determined that any user has violated any of the HPC resource
policies, or any other USC computing policies, then the user will be liable for
strict disciplinary action by the Computer Management Committee.

GETTING HELP:

If you have any questions or concerns regarding any of these policies, please
send an email to hpcsupport@iiap.res.in.

NOTE: THE DOCUMENT WILL BE UPDATED AS AND WHEN THE NEW POLICIES
ARE DECIDED UPON BY THE COMPUTER MANAGEMENT COMMITTEE.


